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Abstract

Large Language Models (LLMs) have exhibited astonishing capabilities in Language Process-
ing, and whether their applications can go beyond this domain is a natural question to ask.

The recently open-sourced Single Cell GPT (scGPT) model showcases the potential of LLMs
in Biology. This encoder-only Transformer trained on Single Cell RNA-sequencing (scRNA-
seq) data from over 33 millions human cells demonstrated remarkable performance in gene
expression value prediction and cell modelling tasks.

However, it does not exploit the huge amount of available information about the complex bio-
logical processes which regulate gene expression patterns at cellular level.

In this research, we focus on transcriptional regulation mediated by transcription factors (TF)
and investigate how prior biological knowledge can be incorporated into scGPT’s framework.
We are aware that inferring the activity of a specific TF solely based on scRNA-seq data is not
trivial at all. In fact, abundance of a TF-coding gene in scRNA-seq does not always correlate
with that TF being active, due to further regulation at later stages.

To account for this major concern, we test the model’s performance in a best-case scenario and
in a general-case scenario.

For the first one, we consider human breast cancer cells which have been subjected to either
hypoxic or normoxic state, where the high number of active regulatory processes might mitigate
the aforementioned issue. For the second one, we consider the immune compartment of normal
human breast cells.

The results show that the proposed approach improves predictive accuracy in the first case,
while no substantial improvement is observed in the second one. Furthermore, performance
is enhanced by restricting the number of considered TFs to those whose corresponding gene
expression is more likely to correlate with activity.

These findings suggest that the effectiveness of incorporating prior biological knowledge is
context-dependent and motivates future research directions to focus both on how to include
additional information and especially on determining when it makes sense to do so.
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Introduction
Large Language Models (LLMs) have achieved impressive results in the near past and the fast

pace at which they are developing suggests that more is expected to come in the future. The huge

amount of text data available in today’s society, which is ultimately a virtually infinite source

of knowledge, has been successfully exploited to make machines promising to become almost

comparable to humans on many language tasks and benchmarks. It is natural to wonder whether

these astonishing capabilities can be generalized: are these results restricted to language? Or

can these models somehow be exploited to address challenges in different domains as well?

It turns out, the answer is of course they can. Initially developed for machine translation, the

Transformer architecture [28] proved to be the state-of-the-art way of processing long sequences

of data in general, effectively capturing intricate relationships and temporal nuances. Even

more, it showed to be effective for tasks which apparently do not involve the processing of

sequences, provided you can somehow cast the analyzed object to a sequence-like, a series of

tokens to use the correct terminology.

For example, the Vision Transformer [9] extends the state-of-the-art performance of the origi-

nal Text Transformer to Image Processing by cleverly splitting a single image into fragments,

creating a sequence of patches which are then treated as words in a sentence.

More recently, Transformers have also been trained to efficiently deal with complex planning

tasks, solving Sokoban puzzles in fewer steps than an A* algorithm [18], which is considered

state-of-the-art when it comes to pathfinding.

Even when dealing with tabular data, which is the furthest you can find from sequences, an

adapted Transformer model called TabTransformer [15] proved to be comparable to tree-based

ensemble models across a diverse range of datasets.

Going back to sequences in the strict sense, it is natural to also wonder whether these models

can be used to answer questions not even human experts can. Once again, the answer is positive

and the Transformer architecture has been successfully employed to understand one of the most

important sequences we can think of, that is, proteins.
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Proteins are the building blocks of life, fundamental molecules which play critical roles in vir-

tually all biological processes within living organisms. Proteins are ultimately just a chain of

elementary residues. These are called amino acids, there are 20 of them and when combined

they fold into complex 3D structures that determine the final function of the protein they com-

pose, from catalyzing biochemical reactions as enzymes to providing structural support in cells

and tissues. However, the link between mere amino acid sequence and 3D structure is not at

all trivial, and understanding folding dynamics plays a crucial role in understanding the protein

itself. This involves using complex and costly methods which take time, for example X-ray

Crystallography. In 2020, Alpha Fold 2, a cutting-edge deep learning architecture developed

by Google Deep-mind [17], used Transformer blocks to analyze millions of proteins and accu-

rately predict their structure, achieving unprecedented results. This successful attempt showed

the potential of Machine Learning models for drug discovery and disease treatment.

Two other extremely important biological sequences are linked to proteins through the so-called

Central Dogma of Molecular Biology, which states that genetic information flows from DNA,

to RNA, to protein. DNA and RNA are fundamental molecules that carry genetic information

in living organisms and consist of long sequences of elementary residues, called nucleotides.

Thanks to recent advancements in genomics and high-throughput technologies, researchers have

now the possibility to access and analyze huge amounts of DNA or RNA sequencing data, i.e.,

information about the nucleotides composing these molecules and their abundance within cells.

Deep Learning have been effectively used to to analyze this type of data.

For example, in 2023, a self-supervised foundation model trained on thousands genomes at

nucleotide level resolution, called Nucleotide Transformer, was introduced [7]. The model was

pre-trained to predict the next nucleotide in a sequence, and further fine-tuned to outperform

a vast majority of baseline models on nucleotide level tasks, such as promoter detection or

weak/strong enhancer classification.

When it comes to RNA, we need to distinguish between two types of sequencing. Traditional

Bulk RNA sequencing (RNA-seq) measures the average gene expression from an entire popula-

tion of cells, treated as a whole. In contrast, Single Cell RNA Sequencing (scRNA-seq) allows

the examination of gene expression patterns in individual cells, which is not visible through

bulk measurements. Machine Learning techniques come handy when dealing with this type of
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data. For example, t-SNE [19] and UMAP [20] are used for dimensionality reduction, to suc-

cessfully isolate semantically relevant clusters of cells, solely based on RNA expression levels.

Moreover, Machine Learning models can be trained on scRNA-seq data to perform cell type

annotation or gene regulatory network inference.

A few months ago, a first attempt to build a foundation model for single cell multi-omics

data was published [6]. The model, dubbed scGPT, is an encoder-only Transformer trained on

scRNA-seq data from over 33 millions human cells via Masked Language Modelling (MLM).

The authors show that, after appropriate fine-tuning, the model is able to achieve remarkable

performance and is comparable to different state-of-the-art methods on a diverse range of tasks.

However, they acknowledge this is just an initial attempt towards a foundation model for multi-

omics data, and improvements are still to be made.

Literature shows that, in order to achieve significant results in domain-specific tasks, it is of

paramount importance to exploit all possible prior knowledge. For example, see how Alpha

Fold 2 incorporates Multiple Sequence Alignment (MSA) and existing 3D templates for protein

structure prediction. Clearly, the same path has to be followed in order to achieve analogous

results for multi-omics data.

In this paper, we explore one direction in which scGPT can be improved by incorporating prior

knowledge into the model. In particular, we want to investigate whether injecting information

about the complex regulatory processes that govern gene expression within a cell are useful for

predicting gene expression values. Specifically, we consider the activity of transcription factors

(TF) and try to answer the following research question:

RQ1 Does including prior knowledge about transcriptional interactions improve model perfor-

mance in gene expression masked value prediction?

We argue the answer is positive and we support our thesis with experimental results. The main

rationale behind this hypothesis is pretty intuitive: if we know gene A is expressed and that

it also stimulates the expression of gene B, it makes sense to consider this information when

inferring the latter expression value.

However, inferring gene regulatory networks and TF activity solely based on RNA abundance
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is not a trivial task at all, and this consideration is what guided the choice of the data used. In

particular, we conduct our experiment on two distinct datasets. One best case scenario, where

a specific perturbation causes the activation of many regulatory processes hence the connection

between RNA abundance and TF activity can be assumed to hold. The other, instead, is a

general case scenario where such link might not be truthful and our proposed solution perhaps

not relevant.

In order to test our hypothesis we build upon the open source scGPT model and incorporate

information relative to transcriptional interactions into the model’s input. Then, we proceed to

pre-train two smaller-scale versions of the model from scratch.

Due to resource constraints, our experiments and results serve only as proof of concept to stim-

ulate future work.

To the best of our knowledge, this idea has not been tested yet and our contributions can be

summarized as follows:

• Assess whether information relative to transcriptional interactions can be useful for the

specific task of gene expression value prediction;

• Determine if adding more information in the input is beneficial because injecting prior

knowledge, or detrimental due to increased noise;

• Provide insights about the generalizability of this approach across different datasets and

biological contexts.

In the first part of this dissertation, we present some background knowledge which will be

fundamental to understand our experiment. We initially discuss Natural Language Processing as

a sub-field of Machine Learning, the tasks it tries to solve and the solutions literature proposes.

We then proceed with an overview of some aspects of Life Sciences, with a particular focus

on Biology and Transcriptomics, explaining what scRNA-seq data is, how it is obtained, and

what are transcriptional interactions. Next, we provide a detailed description of scGPT, its

architecture and how it was trained. In the second part, we introduce our modified version of

the model, focusing on where we deviate and why. Finally, we discuss the results obtained and

suggest future directions we would like to pursue.
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Background
This paper places itself at the intersection of two apparently independent fields: Natural Lan-

guage Processing and Life Sciences. In this section, we introduce them separately and then

show how they can actually be extremely intertwined, through the analysis of a recently pub-

lished work.

2.1 Natural Language Processing

In 1950, Alan Turing proposed the now well-established Turing Test (Imitation Game) as a

way of measuring artificial intelligence [27]. In particular, he wanted to measure the ability

of an artificial agent to exhibit human-like behaviors. A machine is said to possess artificial

intelligence in a specific domain if an external evaluator is not able to discriminate between

what is produced by a machine and what by a human. In particular, he analyzed the case of

question answering and explained that what matters for a machine to pass this test is not the

correctness of what it produces in itself, rather the similarity to what a human would have

produced. Turing’s need to develop this test is evidence that already in the 50s people were

foreseeing the potential of machine intelligence and were anticipating what nowadays we have

as state-of-the-art.

As the name suggests, Natural Language Processing (NLP) is a branch of Machine Learning

which employs computational techniques for the purpose of learning, understanding, and pro-

ducing human language content [14].

NLP initial development is dated after World War II, with the goal of automating translation

between languages. Interestingly, throughout all its history, the greatest advancements and

milestones of NLP were indeed introduced to improve Machine Translation tasks. Nowadays,

it has become a very broad field, with different areas focusing on different aspects of natural

language.

NLU Natural Language Understanding (NLU) is a sub-field of NLP whose focus is the com-

prehension and interpretation of human language to grasp the meaning, context, and intent

behind natural language. The following are common tasks in NLU:
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• Part-of-Speech (PoS) Tagging, identify and classify different words into the correspond-

ing grammatical category (verb, noun, adjective etc.);

• Named Entity Recognition (NER), identifying and classifying key elements within text,

such as names of people, organizations, locations, etc.;

• Sentiment Analysis, determining the emotional tone behind a body of text.

NLG Natural Language Generation (NLG) is a sub-field of NLP whose focus is the process

by which a computer generates human-like text based on some input data, commonly referred

to as “prompt”. The following are common tasks in NLG:

• Text Summarization, generate a brief summary from a longer text;

• Machine Translation, translate a sentence into another language;

• Question Answering, produce the correct answer to a question.

In general, NLP deals with natural language, whose main abstraction are words, hence inher-

ently different from the binary language of computers. To be able to analyze it, it is fundamental

to cast text and words into some sort of representation which involves numbers, and can be pro-

cessed by a computer. Even before that, it is important to define if words are actually the

elementary unit of analysis, perhaps shall we consider an entire sentence? An entire document?

Or something else?

In the next sections we introduce some techniques which outline the development of NLP and

can help answer these questions. Afterwards, we introduce how neural networks can be em-

ployed for Language Modeling and, in particular, the state-of-the-art Attention Mechanism and

Transformer architecture.

Before diving into, let’s introduce some terminology. We refer to a piece of text with the term

“document” (e.g. Obama’s 2008 presidential speech). We refer to a collection of documents

with the term “corpus” (e.g. all presidential speeches from the last 10 years).
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2.1.1 Tokenization

When analyzing a document, it is naive to treat the document as a whole. It makes more sense

to break it down into smaller portions (e.g. words, sentences, paragraphs), and analyze how

these are related to one another and to the whole.

Tokenization refers to the standardized process of breaking down documents into elementary

units called tokens, which oftentimes are words, but can also be any other meaningful element,

such as letters or sub-words. The collection of all possible tokens is called vocabulary and the

total number of possible tokens is referred to as vocabulary size.

Sub-word Tokenization Nowadays, state-of-the-art LLMs use sub-word tokenization [24].

The specific tokens to use are most of the times defined using an iterative algorithm called

Byte-Pair Encoding (BPE), which minimizes the number of tokens required to encode a given

corpus. It works as follows:

A desired vocabulary size is set as a hyperparameter. A starting vocabulary is initialized con-

taining all Unicode symbols occurring in the corpus. At each iteration, a temporary list is cre-

ated with all possible combination of tokens already in the vocabulary. Then, the most frequent

among these is added to the vocabulary. The process is repeated until the desired vocabulary

size is reached.

E.g. consider the corpus comprising one single document of one string “aaaabaaabb” and tar-

get vocabulary size of 3. Initial vocabulary is {a, b}. At iteration 1, possible new tokens are

{aa, bb, ab, ba}. The most frequent is aa. New vocabulary is {a, b, aa}. Target size is reached,

algorithm stops.

2.1.2 Document-Term Matrix

One of the main goals of NLP is to find an effective way to convert a piece of unstructured text,

called corpus, to numbers which could then be analyzed by a computer.

Bag-of-Words In 1954, Harris introduces the concept of Bag-of-Words as an intuitive method

to analyze a corpus by simply counting how many times each word appears [13]. These word

counts can be compactly visualized using the Document-Term Matrix (DTM), with unique
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words on the columns and documents on the rows, as shown in Table 2.1. Even though ef-

fective for some elementary tasks, this method has some major pitfalls which cannot be under-

estimated. For example, it does not account for the order in which words appear or their relative

importance for understanding the meaning of a piece of text. For example, consider the word

“are” and the word “war”. The former is more likely to appear, but clearly less informative

than the latter when extrapolating the meaning of a document. This is something which must

be taken into consideration.

term1 term2 term3
doc1 2 1 0
doc2 0 3 1
doc3 1 0 2
doc4 0 2 3

Table 2.1: Example of a Document-Term Matrix

TF-IDF In 1972, Jones introduces the Term Frequency Inverse Document Frequency (TF-

IDF) method as a finer way to construct the DTM by counting occurrences while adjusting for

how much a word is informative [16]. The specificity of a term, she argues, can be quantified as

an inverse function of the number of documents in which it occurs. Given a set D of documents,

each entry in the DTM is computed as follows:

TFi,j =
ni,j

|dj|

IDFi = log

(
|D|

|{d : i ∈ d}|

)
TFIDFi,j = TFi,j · IDFi

Where ni,j is the number of times word i occurs in document j, |dj| is the number of words in

document j, |D| is the total number of documents and |{d : i ∈ d}| is the number of documents

containing word i. The TFIDFi,j score is higher if word i occurs many times in document j

and not as much in all the others, suggesting this word shapes the content of document j more.

2.1.3 Word Vectors

Even more interesting, it is to find a meaningful way of representing words as sequences of

numbers, i.e. vectors, instead of sequences of letters. In doing so, it is useful to require that
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semantic relations between words are maintained as mathematical relations between their corre-

sponding vectors. For example, consider the words “dog”,”cat” and “stadium”. It makes sense

that the numerical representations for “dog” and “cat” are somehow more similar to each other

than to the one for “stadium”.

Cosine Similarity The notion of similarity between two vectors v, w is measured using the

cosine similarity score. The formula is the following:

SC(v, w) := cos(θ) =
w · v

||v|| · ||w||

∈ [−1, 1]. A score closer to 1 (−1) indicates the vectors are more similar (different).

Word2Vec In 2013, Word2Vec is introduced as an efficient way of estimating vector represen-

tations of words [21]. Traditionally, shallow neural networks have been used to encode inputs to

a vector space [23]. The idea of the authors is similar and they propose to use neural networks

to project words into a multi-dimensional representation. They introduce two variations of the

same model, namely Continuous Bag-of-Words (CBOW) and Skip-Gram. Both involve the use

of a neural network made of a single hidden layer (Figure 2.1). The difference lies in what is

the input and what is the output. For CBOW, a context of surrounding words is used to predict

the one whose representation we want to estimate. Instead, Skip-Gram employs a single word

as input to predict the context of surrounding ones.

The representations obtained from both these models are shown to retain meaningful semantic

relations as mathematical relations, and simple arithmetic vector operations make sense from

a linguistic perspective. Denote v(w) the vector representation of word w obtained via either

CBOW or Skip-Gram. Then these are only two of the possible examples:

v(Queen) ∼ v(King)− v(Man) + v(Woman)

v(Paris) ∼ v(Rome)− v(Italy) + v(France)

Where the ∼ refers to high cosine similarity between word vectors.

10
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Figure 2.1: The two variants of the Word2Vec model [21]

2.1.4 Language Modelling

The art of speaking, when stripped of its subjective and emotional connotation, can be reduced

to a simple sequential generation of words, where each subsequent word is conditionally depen-

dent on all previous ones. A goal of NLP, in particular NLG, is exactly that of learning the joint

probability distribution of sequences of words in a language. We distinguish two main tasks:

• Causal Language Modelling (CLM), predict next word given a sequence of known words;

• Masked Language Modelling (MLM), predict a set of hidden words within a sequence of

known words.

The two tasks differ from a temporal point of view. CLM focus on predicting future words

given all preceding ones, whereas MLM operates on a static sequence where some words are

hidden, and has to predict them. Typically, CLM and MLM operate at token-level instead of

considering words.

N-gram Modelling Let x be any token in a dictionary. A sequence X = {x1, ..., xn} is

referred to as a n-gram. Elementary CLM estimates the conditional probability distribution of

any token yj following n-gram Xi as follows:

p(yj|Xi) =
count(concat(Xi, yj))

count(Xi)

Where count(X) is the number of times X appears in a given corpus and concat(X, y) is

the sequence obtained by appending y as the last element of X . Limitations of this model
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arise when it’s tested on sequences not seen during training, for which a relative count cannot

be estimated. Additionally, trying to represent and analyze all possible sequences of tokens

appearing in a corpus is clearly unfeasible and not optimal.

Neural Modelling In 2003, this problem is tackled by introducing for the first time an effec-

tive way of modeling language using neural networks, moving away from the discrete n-grams

model and towards a continuous one [3]. The idea is to train a neural network to simultane-

ously learn a continuous representation of sequences of tokens and a joint probability function

expressed in terms of this continuous representation, instead of the tokens themselves. In this

way, generalization is obtained because a sequence gets higher probability if it is made of tokens

similar to the ones seen during training, in the sense that they have similar continuous represen-

tation. The strength of this method is that it can interpolate training sequences to estimate the

representation of unseen ones. Consider the following example:

• Training: {“my friend Laura is funny”, “my friend Marco is funny”}

• Test: {“my friend Luca is funny”}

A 4-gram model with tokenization at word-level would assign the same probability to any word

coming after ”my friend Luca is”, as the specific sentence ”my friend Luca is funny” has never

been seen during training. However, an educated guess would be to predict “funny” as the next

word in the sequence, given the similarity with the training samples. A neural network, instead,

would have learned a continuous representation and all three sentences would be similar, as

they differ only for a proper noun. Thus, the probability distribution for the next word after the

test sentence would be conditioned on an input representation similar to the ones seen during

training and it would assign higher probability to the word ”funny”.

2.1.5 Encoder-Decoder Architecture

Many NLP tasks often deal with sequence-to-sequence (seq2seq) problems, that is mapping an

input sequence to a correct target sequence. Consider Machine Translation: the goal is to map

sentence in one language to the corresponding sentence in another language.

In 2014, a general end-to-end approach to deal with this kind of problems is introduced: the
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encoder-decoder architecture [5] [25]. The general idea is to use a two-step approach. First, an

input sequence X = (x1, . . . , xT ) is mapped by the encoder to a latent representation c, called

context vector, using some nonlinear function. Then, the decoder sequentially predicts each

symbol1 in the target sequence Y = (y1, ..., ym) given the context vector and all symbols it has

already predicted. The decoder is auto-regressive in the sense that it consumes the previously

generated symbols as additional input when generating the next one. From a statistical point of

view, the decoder models the following conditional probability:

p(yt|y1, ..., yt−1, c)

Where yt is a symbol in the output sequence.

Usually, both the encoder and the decoder are neural networks trained jointly to maximize the

conditional probability of the correct output sequence given an input sequence. The use of

either simple Recurrent Neural Networks (RNNs) [5] or Long-Short Term Memory Networks

(LSTMs)2 [25] showed impressive results, and the encoder-decoder approach is now the status-

quo for seq2seq learning.

2.1.6 Attention Mechanism

In 2014, the first Attention Mechanism is introduced as a finer way of modeling temporal de-

pendencies in Machine Translation using encoder-decoder RNNs [2].

Instead of having a fixed context vector c for each symbol yt to predict, this method allows to

define a new context vector ct conditional on the decoder’s current state st−1, which is itself a

function of the symbols {y1, ..., yt−1} predicted so far. Therefore, this approach allows the input

to be encoded differently according to what’s relevant for the current prediction. The decoder

1We now use the term symbol because we are considering a general notion of sequences, which may contain
words, tokens, vectors or any other element. For example, each symbol can be a multi-dimensional embedding of
an input token, thus the input sequence becomes a sequence of vectors.

2RNNs are Deep Learning models developed specifically for inputs which come as sequences. The idea is to
have a modular model which can be repeated as many times as needed, to process each symbol sequentially without
having a fixed input length. However, one of the biggest pitfalls of RNNs is that they are not able to account for
long term dependencies, with the output conditioned mainly on immediately preceding symbols. LSTMs were
introduced to tackle this problem by introducing an additional path to allow for more information to flow and
ideally separate long and short term dependencies.
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GIACOMO CIRÒ BACHELOR OF SCIENCE THESIS BOCCONI UNIVERSITY

Figure 2.2: The original Attention Mechanism [2]

now models the following probability density function:

p(yt|y1, ..., yt−1, ct)

Given an input sequence X = (x1, . . . , xT ), the encoder creates for each input symbol xi an

annotation hi by concatenating the hidden states from two RNNs, running in opposite directions,

as shown in Figure 2.2. The first one processes the input from left to right, the second one from

right to left. Such approach allows the annotation hi to contain information relative to both

the preceding and following symbols of each input xi. When predicting a new symbol yt, a

new context vector ct is defined as a weighted sum of the hi, where the weights are themselves

a function of both hi and the hidden state st−1 of the decoder. The latter characterization is

what allows the model to adapt the encoding based on what it’s currently predicting, without

restricting to a static representation of the input.

ct =
T∑
i=1

αtihi αti =
exp(eti)∑T
i=1 exp(eti)

eti = a(st−1, ht)

In particular, a(·, ·) is parameterized as a Feed Forward Neural Network (FFNN) jointly trained

with the other components of the model.

2.1.7 Scaled Dot-Product Attention

A few years later, a new Attention Mechanism is presented, dubbed Scaled Dot-Product At-

tention (SDPA) [28]. The idea is still that of allowing a dynamic input embedding, aware of
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the context and the current prediction at hand, but through a process which involves matrix

projections.

Given a sequence X = (x1, . . . , xT ) of vectors, the first step is to map each xi into three distinct

vector spaces using three distinct projection matrices, obtaining the so-called queries (Q), keys

(K) and values (V ):

Q = XWQ = (q1, . . . , qT )

K = XWK = (k1, .., kT )

V = XW V = (v1, .., vT )

Where Q ∈ Rdmodel×dq , K ∈ Rdmodel×dk , V ∈ Rdmodel×dv and each qi ∈ Rdq , ki ∈ Rdk , vi ∈ Rdv

is a vector corresponding to one symbol in the input sequence. Then, the following is obtained:

softmax

(
QKT

√
dk

)

∈ RT×T . Which is commonly referred to as the Attention Matrix. Each entry i, j is obtained

by normalizing the dot product
qi·kTj√

dk
, via softmax. Loosely speaking, each entry measures how

close the query qj is to the key ki. The final attention score is computed as follows:

Attention(Q,K, V ) = softmax

(
QKT

√
dk

)
V

∈ RT×dk . The attention score for an input symbol xi, i.e. row i of the above matrix, is simply a

weighted average of the values vj of all the other symbols xj , where the weights for each vj is

the entry i, j of the attention matrix above.

This process can be repeated multiple times in parallel via multiple so-called attention heads. To

achieve this, the original Q,K, V are further projected using new projection matrices WQ
h ,WK

h ,W V
h ,

and for each head h attention is computed on these newly obtained queries, keys and values.

Finally, all the attention scores from different heads are concatenated and projected back to a
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lower dimensional space, obtaining the multi-head attention:

MultiHead(Q,K, V ) = Concat(head1, ..., headH)W
O

headh = Attention(Qh, Kh, Vh)

= Attention(QWQ
h , KWK

h , V W V
h )

Where H is the total number of heads and WO ∈ R(H·dk)×dk . Intuitively, this approach of using

multiple heads and stacking the results together allows each head to specialize in analyzing

different aspects of the input sequence, giving the model increased performance and flexibility.

According to what is used to compute the Q,K, V , we distinguish:

• Self-Attention, Q,K, V are all computed from the same sequence;

• Cross-Attention, Q comes from a sequence and K,V from another one.

The former allows to capture relations among symbols within a given sequence, while the latter

allows symbols from multiple sequences to interact with each other.

Moreover, the attention matrix can be masked in order to prevent specific pairs of symbols to

communicate.

2.1.8 Transformer Architecture

In 2017, a groundbreaking deep learning architecture, dubbed the Transformer, was introduced

[28]. In a few years, it was widely adapted as the state-of-the-art for seq2seq modelling, crush-

ing previous solutions based on recurrent networks.

The Transformer is an encoder-decoder model (Figure 2.3) which solely relies on Feed Forward

Neural Networks and Scaled Dot-Product Attention to analyze sequences by processing each

element in parallel. It does not require any sort of recurrence anymore, allowing for extreme

parallelization of computations and increased performance.

The main idea behind both the encoder and the decoder is to use a first layer of communication,

which employs SDPA, in conjunction with a second layer of computation, a shallow FFNN,
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Figure 2.3: The Transformer architecture [28]

to project an input sequence of vectors into another, context-aware, sequence of vectors. Intu-

itively, the input sequence flows through the attention layer enabling each symbol to influence

the representation of the others. Then, it is analyzed by a FFNN which yields a final representa-

tion. This dual procedure is repeated N times in the N stacked encoder layers. Afterwards, the

obtained representation is passed to the decoder, where the same process is repeated. Finally, a

linear layer is used to map the processed sequence to the output required for the task at hand.

In the following paragraphs we analyze some important aspects in more detail.

Input Embedding The input of the model, which originally was text, is tokenized using

vocab size possible tokens. Then, to obtain a vector representation of each token, the idea

is the same as in the original Word2Vec model (section 2.1.3), but with a minor adjustment.

Now, the embedding layer is trained jointly with the rest of the model, not just to predict the

surrounding context of words, but to optimize the final task.

Positional Encoding Given the non-recurrent structure of this model, yet the sequential na-

ture of the input, it is important to inject a notion of the position of each symbol within the input

sequence. This is done in the Positional Encoding layer. In the original paper, the authors use

sine and cosine functions of different frequencies to determine unique position vectors which

are then included to the input embedding via simple vector addition. More recent methods, in-

stead, rotate each token embedding based on their position, for example via multiplication with

complex numbers [4].
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Self-Attention Self-Attention is employed when the goal is to obtain a meaningful represen-

tation of the input sequence. Hence, it’s used in the attention layers of each encoder layer and

in the first attention layer of each decoder layer, where the input is the sequence produced so

far.

Cross-Attention Cross-Attention, instead, is used when the goal is to extrapolate meaningful

relations between two sequences. Hence, it’s used in the second attention layer of each decoder

layer, with Q coming from the auto-regressive input and K,V from the output of the encoder.

For many natural language tasks you don’t actually need both the encoder and the decoder: a

simplified transformer model with just one of the two turns out to be the best choice. The Bidi-

rectional Encoder Representations from Transformers (BERT) and the Generative Pre-trained

Transformer (GPT) are an example of encoder-only and a decoder-only model which achieve

state-of-the-art performance on MLM and CLM, respectively [8][4].

In the original paper, the authors set:

N = 12

H = 8

dmodel = 512

dq = dk = dv =
dmodel

H
= 64

dff = 4 · dmodel = 2048

vocab size = 37, 000

The FFNN is made of a single layer of dimension dff .

2.1.9 Transfer Learning

Pre-training The term pre-training refers to the training of a large-scale machine learning

model on a broad and diverse dataset. The resulting model is called a foundation model, and

provide a general-purpose foundation upon which more specific applications can be built. For

example, GPT-3-175B is a 175 billions parameters decoder-only transformer trained on over

450 billions sub-word tokens via CLM [4]. Similarly, BERT-LARGE is a 340 millions param-
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eters encoder-only transformer trained on over 3 billions words via MLM [8].

Fine-tuning The term fine-tuning refers to the act of further training a foundation model on a

dataset specific for a downstream task. For example, GPT-3 can be further trained on a specific

dataset of questions and answers to make the model able to perform the question-answering

task correctly. Similarly, BERT-LARGE can be further trained on a specific dataset of text with

labels for sentiment analysis.

This framework of transferring ”knowledge” from a foundation model to a fine-tuned version

is referred to as Transfer Learning.

2.2 Life Sciences

Life Sciences is an umbrella term which encompasses all the fields of Science focusing on

the study of life, such as microorganism, plants and animals, including human beings. Some

examples are:

• Biology, the study of living organisms, their structure, function, growth, evolution, and

interactions;

• Biochemistry, the study of chemical processes related to living organisms;

• Molecular Biology, the study of biological processes at the molecular level;

• Neuroscience, the study of the nervous system;

• Bio-informatics, the development of methods and software tools for storing, retrieving,

organizing and analyzing biological data.

• Genetics, the study of heredity in living organisms. It explores how traits and character-

istics are passed from one generation to the next through genes, their molecular structure

and function.
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2.2.1 Omics

The suffix “-omics” is used to form nouns meaning “a study of the totality of something”. The

subject matter of study is defined with the suffix “-ome”, which indicates the complete “whole

of class”.

The branches of biology commonly known as omics fields study various aspects of organisms

on a large scale, using high-throughput technologies to generate comprehensive datasets, aiming

at the collective characterization of pools of biological molecules. Each omics field focuses on

a different component or level of biological information. Major examples are:

• Genomics, the study of genomes, that is the complete set of genes, genetic material, and

non-coding regions of an organism’s DNA;

• Transcriptomics, the study of transcriptomes, that is all RNA molecules produced by the

genome which determine the gene expression patterns and regulatory mechanisms at the

RNA level;

• Proteomics, the study of proteomes, that is the entire set of proteins produced by a cell or

organism.

• Metabolomics, the study of the metabolomes, that is all small molecules (metabolites)

present in a biological sample, which are intermediates and end products of metabolic

pathways;

• Epigenomics, the study of epigenomes, that is heritable changes in gene expression that

do not involve alterations to the underlying DNA sequence.

2.2.2 DNA

The Deoxyribonucleic Acid (DNA) is the molecule that carries the genetic instructions for the

development, functioning, growth, and reproduction of living organisms. It is the fundamental

building block of life, encoding the information necessary for the synthesis of proteins and the

regulation of cellular activities.

It consists of two long strands, which are twisted around each other forming a double helix
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(Figure 2.4). Each strand is made up of smaller units called nucleotides. Each nucleotide

consists of three components:

• Phosphate Group, made of one phosphorus atom bonded to four oxygen atoms;

• Deoxyribose Sugar, a five-carbon sugar molecule derived from the ribose sugar by loss

of a hydroxy group;

• Nitrogenous Base, different molecules containing nitrogen. They can be of four types,

namely adenine (A), thymine (T), cytosine (C), guanine (G).

The two strands are held together by hydrogen bonds between pairs of compatible nitrogenous

bases. In particular, adenine pairs with thymine and cytosine pairs with guanine.

In order to carry out its function, DNA must express its information and guide the synthesis of

other molecules in the cell. This process is the same in all living organisms and it is described by

the so-called Central Dogma of Molecular Biology: genetic information flows in one direction

only, from DNA, to RNA, and finally to proteins.

We refer to segments of DNA that contain the coded instructions for synthesizing a specific

protein or a set of proteins as genes. Within genes, we can further distinguish two regions:

exons and introns. Exons are portions of genes that are transcribed into RNA and contain the

information that is translated into protein, i.e. they are coding sequences. Introns, instead, are

portion of genes that are transcribed into RNA, but are not translated into protein, i.e. they are

non-coding sequences and play other crucial roles such as regulation of gene expression.

Figure 2.4: The DNA structure [1]
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2.2.3 RNA

During transcription, segments of the DNA sequence are used as templates for the synthesis of

a shorter molecule, called Ribonucleic Acid (RNA). Its structure (Figure 2.5) is the same as that

of DNA, but for the following:

• Ribose Sugar, instead of Deoxyribose Sugar;

• Uracil (U), instead of Thymine;

• Single Stranded, instead of Double Stranded

To be precise, this kind of RNA just described is specifically called Messenger RNA (mRNA),

which serves as the essential intermediary in the flow of genetic information from DNA to

protein. In addition to mRNA, several other types of RNA molecules play important roles in

various cellular processes, such as gene regulation, protein synthesis, RNA processing and other

functions. However, their understanding is not required for the purpose of this dissertation.

The complementary DNA (cDNA) is a synthesized DNA molecule that is complementary to a

specific RNA molecule, typically mRNA. cDNA is generated through a process called reverse

transcription, which converts RNA back into DNA. Unlike genomic DNA, cDNA contains only

exons.

Figure 2.5: DNA Transcription and the RNA structure [1]

2.2.4 Single Cell RNA-sequencing

Sequencing data refers to the output obtained from various sequencing technologies that deter-

mine the precise order of residues in biological molecules which come as a sequence, such as
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DNA or RNA. This data is fundamental in genomics, transcriptomics, and other omics fields,

enabling researchers to decode genetic information and study its implications in health, disease,

and evolution.

RNA-sequencing (RNA-seq) is a genomic approach for the detection and quantitative analysis

of mRNA molecules in a biological sample. Since these molecules exist in a very small quantity

in an individual cell, ensembles of thousands are used in a process called bulk RNA-sequencing

(bulk RNA-seq). However, the averaging that occurs with this approach does not allow detailed

assessment of individual expression patterns, which is fundamental for heterogeneity analysis

and studying gene regulatory networks [12].

In 2009, the first Single Cell RNA-sequencing (scRNA-seq) study was published [26], enabling

researchers to describe RNA molecules in individual cells with high resolution and on a genomic

scale. In the following years, many different scRNA-seq protocols have been developed. They

all share the main steps which can be summarized as follows [12]:

1. Isolation, of single cells from a tissue;

2. Cell Lysis, to capture as many mRNA molecules as possible;

3. Reverse Transcription, to obtain cDNA, which is more stable and easier to work with;

4. Amplification, of cDNA through either PCR or in vitro transcription and reverse-transcription;

5. Barcode-tagging, to preserve information on cellular origin;

6. Sequencing, using next generation sequencing techniques (NGS), similar to those tradi-

tionally used for bulk samples or other sequencing experiments.

The last step is crucial for actually measuring how many times a mRNA molecule coding for

a specific gene appears in a cell, which is referred to as the number of reads and measures the

expression of a specific gene. The data obtained can be re-conducted to the so-called cell-by-

gene Matrix X ∈ RN×G. Each entry xij refers to the number of reads for gene j = 1, ..., G in

cell i = 1, ..., N . We refer to one row of such matrix as the RNA-seq of cell i (table 2.2).

This data has several features that require specific bio-informatics approaches. It’s usually very

sparse and expression levels are subject to temporal fluctuations. Moreover, intrinsic differences
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such as sequence length and amplification depth can influence the raw count. In the following

paragraphs we explain some of the main techniques use to process scRNA-seq raw data.

Normalization Each cell’s gene expression counts are divided by the total counts for that cell

and then multiplied by a scaling factor, such that the row-wise sums of the cell-by-gene matrix

are constant and equal to k.

xnorm
ij =

xij∑G
j=1 xij

· k

Log-transformation This transformation is applied to make the data more normally dis-

tributed. It reduces the impact of highly expressed genes and brings the gene expression levels

of lowly expressed genes closer to each other.

xlog
ij = log(xnorm

ij + 1)

Notice this transformation is usually applied to the normalized data.

Highly Variable Genes Selection Not all genes are equally informative for characterizing

different cell types. Highly variable genes (HVGs) are those that exhibit greater variability

across cells than would be expected by chance. To reduce dimensionality, a maximum number

of HVGs to consider is chosen and all the others are discarded.

Value Binning Different absolute values for raw counts can convey different meanings, due

to different sequencing protocols and methodology used. In order to tackle this issue, the raw

counts are transformed to a relative measure using the value binning technique. Given the

distribution of raw counts for a single cell RNA-seq, a total of B quantiles are computed. Then,

each raw count in the cell-by-gene matrix is replaced with the quantile it falls into. In this way,

the meaning of xij is consistent among all cells. For example, xij = B indicates that gene

j’expression is the highest among all possible expressions for the genes in cell i.

UMAP Uniform Manifold Approximation and Projection (UMAP) is a dimensionality re-

duction technique used to visualize high-dimensional data in a low-dimensional space[20]. It

preserves both the global structure of the data and the local relationships between data points.

In the context of scRNA-seq, it is particularly useful to reduce the multi-dimensional coordi-
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nates of one cell expressed in terms of thousands of gene, to just a 2D representation which

effectively captures clusters and relationships between different cell types or states.

Cell Gene 1 Gene 2 ... Gene G
Cell 1 112 14 . . . 0
Cell 2 88 36 . . . 55

...
...

... . . . ...
Cell N 0 21 . . . 4

Table 2.2: Example of a raw cell-by-gene Matrix, entries are reads.

2.2.5 Transcriptional Interactions

Even though they all contain the same genetic information, different cell types in a multicellular

organism differ dramatically in structure and function. This is possible because even if present,

not all genes are expressed in the same way in all cells. The complex mechanisms which control

gene expression are what enables cells to differentiate themselves and serve different purposes

within a living being, ultimately determining which proteins are produced and to serve what

functions. Moreover, each cell is capable of altering its pattern of gene expression in response

to extracellular cues and stimuli. Such regulatory processes can act at any stage in the pathway

leading from DNA to protein. For example [1]:

1. Transcriptional Control, when and how often a given gene is transcribed;

2. RNA Processing Control, how RNA sequences are processed and matured;

3. RNA Transport Control, which RNA sequences are transported from the nucleus to other

regions of the cells;

4. Translational Control, which RNA sequences are translated into proteins;

5. RNA Degradation Control, selectively deteriorate specific RNA molecules;

6. Protein Activity Control, selectively inactivate or activate proteins after they have been

created.

A transcription factor (TF) is a protein that controls the rate of transcription of genetic infor-

mation from DNA to mRNA, by binding to a specific DNA sequence. The function of TFs is
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to regulate gene expression in order to make sure that genes are expressed in each cell at the

right time and in the right amount. TFs can act as activators or repressors, hence stimulating or

inhibiting the transcription of specific DNA regions. A gene whose expression is regulated by

a specific TF is called a regulon of that TF.

Transcriptional interactions refers to the set of processes which involve the activity of transcrip-

tion factors, hence regulating gene expression at the very first stage of the pathway from DNA

to protein, when the former is transcribed to RNA.

2.3 scGPT

In 2024, a 50 millions parameters foundation model trained on scRNA-seq data from over 33

million human cells, dubbed Single Cell GPT (scGPT), was published [6].

The model is an encoder-only transformer optimized via MLM. Loosely speaking, random

entries of the RNA-seq of one cell are masked and the model is asked to predict them based on

the other expression values. Its architecture can be divided into three main parts:

1. Input Embedding, combines different information from the scRNA-seq data into a single

element;

2. Encoder, encodes the input embedding using the traditional Transformer encoder;

3. Expression Decoder, maps the encoded input at the masked position to the predicted

expression value.

2.3.1 Input Embeddings

Given some scRNA-seq data, denote X ∈ RN×G the corresponding cell-by-gene matrix and

i = 1, ..., N one of its rows, i.e., one cell. The model’s input is made of three components:

1. Gene Tokens, the gene names treated as elementary tokens. The authors use vocab size =
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ng = 60, 697;

gi = [gi1, ..., g
i
M ]

2. Expression Values, the RNA expression values corresponding to the genes in the gene

tokens. The raw counts from the cell-by-gene matrix are processed using normalization,

log-transformation, highly variable gene selection and value binning;

xi = [xi
1, ..., x

i
M ]

3. Condition Tokens, the authors suggest to use this vector to include additional information

about the input genes, choosing among ng different labels. However, they never actually

use it.

ci = [ci1, ..., c
i
M ]

Usually, scRNA-seq data is very sparse, with thousands of genes measured, but only a small

fraction actually expressed in each cell. Hence why the need of reducing the input to only

M ≤ G genes, which the authors set equal to the number of highly variable genes selected.

In order to get the embedding, each symbol in each of the three components of the input is

projected to a dmodel-dimensional space. For gi, ci, whose symbols are tokens, this is done as in

the traditional Transformer using projection matrices W g ∈ Rng×dmodel and W c ∈ Rnc×dmodel .

Instead, even though the entries of xi are the bins the corresponding raw counts fall into, hence

theoretically labels as well, the authors decide to encode this component of the input using neu-

ral network projections to enhance expressivity. In particular, each symbol of xi is sent through

a two-layers FFNN with dmodel hidden units and dmodel output dimension, hence yielding a

dmodel vector representation of the original bin value.

The final input embedding hi for cell i is obtained by summing the embedding of each compo-

nent:

hi = embg(g
i) + embx(x

i) + embc(c
i)
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Lastly, a special < cls > token is appended at the beginning of the input sequence. This is done

because, ideally, the model will use this new token to learn and summarize information about

the entire cell.

Figure 2.6: scGPT Input Embedding [6]

2.3.2 Encoder

The encoder is made of N = 12 layers. Each encoder layer is made of a multi-head attention

layer with H = 8 and FFNN of one single hidden layer of dimension dff = 512.

Notice the parameters are the same as those used in the original Transformer architecture, but

for the hidden size of the FFNN which is four times smaller (section 2.1.8).

Moreover, they use a custom attention mask which allows keys and values to come from known

genes and the < cls > token only, while queries can originate from the unknown genes as well.

We refer to the learned embedding of the < cls > token simply as the ”cell embedding”.

Figure 2.7: scGPT Encoder [6]
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2.3.3 Expression Decoder

The final component of the model is the Expression Decoder, which maps the embedding at the

masked position to the predicted expression value. This is simply a FFNN made of two hidden

layers of dimension dmodel and output a single value.

In parallel to this main task, additional output heads made of FFNNs are used to obtain parallel

predictions which are used to train the model on many objectives at the same time, all benefiting

from each other. The objectives the overall model optimizes can be summarized as follows.

Gene Expression Prediction (GEP) It is the main task of the model. At each iteration, a

random subset of expression values in the xi component of the input is masked and the model is

asked to predict the missing values, using all gene tokens and the other non-masked expression

values.

Gene Expression Prediction for Cell Modelling (GEPC) It involves predicting the entire

set of expression values (masked or not) from the < cls > token embedding only, which forces

the model to learn meaningful whole-cell representations.

Non-zero Probability (NZP) This objective aims at modelling gene expressions as Bernoulli

variables. That is, predict if the gene is either expressed or not, without specifying the exact

value.

Non-zero Probability for Cell Modelling (NZPC) Same as the above objective, but using

the < cls > token embedding only. Again, forces the model to learn the overall expression

patterns within a cell.

Elastic Cell Embedding (ECS) The idea is to use a similarity penalty to force the model to

learn cell embeddings which are as different as possible.
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2.3.4 Pre-training

The authors conduct via MLM and employ a composite loss function, which encompasses all

aforementioned objectives. Specifically, it is made as follows:

L = LGEP + LGEPC + LNZP + LNZPC + LECS

In particular, the Mean Squared Error (MSE) is used for both LGEP and LGEPC . The negative

Binary Cross Entropy (BCE) is used for LNZP and LNZPC . Lastly, LECS employs the negative

squared cosine similarity between two embeddings.

The model is trained for 6 epochs on the 33 millions cells dataset.

Moreover, the authors use Mean Relative Error (MRE) together with MSE to evaluate the good-

ness of the model, yet MRE is never used as a training objective itself.
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Experiment
The idea of our experiment is to exploit the condition tokens in the scGPT default input to inject

some prior knowledge about transcriptional interactions into the model.

Intuitively, when predicting the masked value for gene j∗, it might be useful to have some

information about whether a TF, which either inhibits or stimulates j∗, is present and active in

the cell.

However, the only information available about a given cell is its RNA-seq, and inferring TFs’

activity solely based on transcriptional activity is not trivial at all. Consider the case where a

DNA region coding for a specific TF is transcriptional active, i.e., it’s being transcribed into

mRNA and hence the TF-coding gene is abundant in the scRNA-seq of a specific cell. It might

be that as soon as the TF is translated from mRNA to protein, it is immediately deteriorated.

In this scenario, even though the corresponding gene is present, the TF itself is not influencing

the transcription of its target genes at all. Only when some external stimuli are received or

some conditions are met, the TF stops being deteriorated and it can proceed with its regulatory

activity. We tackle this issue by accurately selecting the training data.

To test our hypothesis, we re-train from scratch a simplified version of the scGPT model fol-

lowing the same procedure of the original paper, while including custom condition tokens.

3.1 Data

In order to tackle the TF transcription issue, we use two distinct scRNA-seq datasets. The first

one, BREAST-25K [22], represents a general case scenario, where it might be that our proposed

improvement to the model turns out to be useless, due to the impossibility of linking transcrip-

tional activity of the corresponding gene with TF activity. The other one, HYPOXIA 9K, is a

best case scenario, where a specific experimental-induced perturbation triggers many TFs and

we can assume the link between TF activity and corresponding gene expression to hold, at least

for a fraction of the considered TFs.
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Figure 3.1: UMAP plot of the BREAST-25K dataset

BREAST-25K The first dataset comprises the RNA expression values of 34,455 genes mea-

sured for 25,382 human breast cells from the immune compartment. As shown in Figure 3.1,

the dataset encompasses 14 cell types and 1,162 cells have unknown type.

HYPOXIA-9K The second dataset comprises the RNA expression values of 19,046 genes

measured for 9,234 cells from the MDA-MB-231 breast cancer cell line. As shown in Figure

3.2, the cells were subjected to either normoxic or hypoxic state characterized by a normal

20-21% oxygen concentration for the former, and a reduced 1% for the latter.

DoRoThEA The information relative to TFs, regulons and interaction type are obtained from

the Discriminant Regulon Expression Analysis (DoRoThEA) database [10].

3.2 Methodology

In order to conduct our experiment, we slightly deviate from the original model implementation

of the authors. The modifications introduced are summarized in the following paragraphs.

Model Size Due to computational constraints, we scale down model size from 50 millions

to 3 millions and 1 million parameters. The input sequence length, which corresponds to the

number of highly variable genes selected, is reduced to 500 and 100 maximum number of genes
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Figure 3.2: UMAP plot of the HYPOXIA-9K dataset

for the two model sizes respectively (see Table 3.1).

Masking We simplify the masking procedure by allowing only one expression value to be

masked per input sequence, instead of a random subset.

Condition Tokens We introduce a novel type of condition tokens, which summarize tran-

scriptional interactions between any gene in the input sequence and the masked gene whose

value the model is trying to predict. In particular, given a masked gene j∗, each token cij in the

input component ci = [ci1, ..., c
i
M ] for cell i is now defined as follows:

cij =


1 if the TF coded by j stimulates j∗

−1 if the TF coded by j inhibits j∗

0 otherwise

Similarly to what the authors suggest for the expression values, we encode this condition tokens

using neural networks projections instead of simple embedding tables. In fact, the token values

are by construction related to their semantic meaning: positive values if a gene stimulates the

target, negative if inhibits, zero otherwise. If encoded using simple embedding tables, this

information would be lost. Notice that we include in the ”otherwise” the cases where j does not

code for a TF or where j codes for a TF which can both inhibit and stimulate j∗ according to
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Model Name nparams dmodel N H dff M
scGPT-50M 50.0M 512 12 8 512 1200∗

scGPT-3M 3.0M 256 6 4 256 500
scGPT-1M 1.0M 128 4 4 128 100

Table 3.1: Specifics of the different model sizes. scGPT-50M refers to the original model. ∗ this
refers to the original input length, for our tests we reduced this to 500 as well.

external factors, which are interactions not useful for the scope of our analysis.

To test the validity of the proposed idea, two instances of each model size are trained on the

two datasets separately, either with or without including the condition tokens component in the

input, resulting in eight total models to be compared.

To further test efficacy, we also train the models using a random vector cirandom, whose entries

are sampled from a discrete uniform distribution on {−1, 0, 1} and resemble true condition

tokens yet without conveying any meaningful information.

Lastly, we conduct the same experiments in light of a recently proposed method [11] which

aims at inferring the activity of a TF solely based on scRNA-seq. In a nutshell, it computes the

correlation between the scRNA-seq of one TF-coding gene and an enrichment score, which is

proportional to the scRNA-seq of its regulons. High correlation means that when a TF-coding

gene is highly expressed, so are the TF’s regulons, which might indicate activity of the TF. We

exploited this method by reducing the list of TFs in two ways. The first, more conservative,

considered those TFs whose correlation were in the top or bottom 25%. The second one, more

aggressive, restricted to top or bottom 10% only.

For validation purposes, we compute out-of-sample metrics on 10% of the original dataset.

As a baseline, we consider the original scGPT-50M model fine-tuned on each dataset for 3

epochs.

3.3 Results

In this section, we report the MRE as main discriminant metric for the analysis and comparisons.

The MSE either follows the same trend as the MRE or is not informative at all about the validity
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GIACOMO CIRÒ BACHELOR OF SCIENCE THESIS BOCCONI UNIVERSITY

Dataset Model Condition Tokens MRE (104) MSE
BREAST-25K scGPT-3M No 54.05 32.05

Yes 69.19 35.03
scGPT-1M No 109.65 52.96

Yes 120.35 56.23
scGPT-50M No 107.94 37.83

HYPOXIA-9K scGPT-3M No 210.57 96.82
Yes 190.59 94.97

scGPT-1M No 224.54 104.17
Yes 210.63 105.33

scGPT-50M No 83.98 44.82

Table 3.2: Models’ performance on the two datasets with or without condition tokens. The
baseline model is reported, but not used for comparison.

of the proposed approach. Nonetheless, all validation MSE plots can be found in Appendix 5.2.

All results are reported in Table 3.2.

As one could expect, the main trend we observe with Transformer and NLP emerges once

again: increasing model size, input length and training data consistently improves performance,

as shown in Figure 3.3.

Notice that, however, increasing model size alone might not be enough to improve performance,

and the results suggest that it’s better if input length is augmented as well. In fact, after as few

as 5 epochs, scGPT-3M trained from scratch on BREAST-25K becomes comparable to scGPT-

50M fine-tuned on the same dataset for only 3 epochs, both using reduced input length of 500

highly variable genes.

At the same time, a rich and diverse training dataset, such as BREAST-25K with its 25 thou-

sands cells of at least 15 different types, is shown to be superior to a more restricted one, such

as HYPOXIA-9K which contains 9 thousands cells from one cell line only. In fact, even though

on BREAST-25K the fine-tuned model and the trained-from-scratch one seem to be comparable,

the same is not true at all for HYPOXIA-9K, where the advantages of transfer learning with a

model trained on over 33 millions cells might explain the huge gap in predictive accuracy. Ad-

ditionally, the same scGPT-50M achieves higher fine-tuning performance on the latter dataset,

suggesting it’s able to capture more entirely the nuances of this particular group of cells, com-

pared to the more complex and variegated breast cells.

The inclusion of condition tokens does not benefit the model on BREAST-25K (figure 3.4),
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Figure 3.3: MRE of both model sizes on both datasets. The horizontal lines show the perfor-
mance of scGPT-50M fine-tuned for 3 epochs on the two datasets, with input length M = 500
(refer to Appendix 5.1 for naming convention).

Figure 3.4: MRE with and without using condition tokens on BREAST-25K.

which confirms our initial concerns about weak linkage between scRNA-seq abundance and TF

activity within the considered sample.

Instead, the inclusion of condition tokens does benefit the model on HYPOXIA-9K, where per-

formance constantly improves throughout all training epochs compared to the model trained

without this component in the input (figure 3.5). Efficacy of this feature is further confirmed by

the drop in performance when condition tokens are just randomly sampled, which proves that

the previously observed gain is not due to some random pattern in the data (figure 3.6), but to

the model actually extrapolating useful insights from the transcriptional interactions reported.
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Figure 3.5: MRE with and without using condition tokens on HYPOXIA-9K.

Figure 3.6: MRE with and without using random condition tokens on HYPOXIA-9K.
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Figure 3.7: MRE with condition tokens using all TFs or a filtered list on HYPOXIA-9K.

Figure 3.8: MRE with condition tokens using all TFs or a filtered list on BREAST-9K.

When restricting the list of TFs, we do not see any change in performance on HYPOXIA-9K. For

BREAST-25K, instead, we do see an effect: even though there is still no advantage compared

to the base model without condition tokens, we see an improvement compared to including all

TFs without discrimination, especially on the largest model with the more aggressive filtering

approach (figure 3.8).

The difference in performance observed across the two datasets can be explained also by the

effective number of condition tokens used (figure 3.9). On HYPOXIA-9K, we observe a signifi-

cantly higher number of non-zero condition tokens, which suggests the model is exploiting the

additional information more, hence why we have better performance.
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Figure 3.9: Number of non-zero condition tokens used in one epoch of training, grouped by
dataset and input length.
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Conclusion
In the first part of this dissertation, we introduced Natural Language Processing by discussing its

origins as a sub-field of Machine Learning, leading up to the groundbreaking introduction of the

Transformer architecture. Then, we explained some key concepts in Life Sciences, with a focus

on Genomics and Single Cell RNA-sequencing (scRNA-seq). Lastly, we introduced a recent

endeavor which links these two disciplines together by adapting an encoder-only Transformer

model, dubbed scGPT, to perform gene expression value prediction.

In the second part, we presented our experiment which highlights the potential of enhancing

model performance by incorporating prior knowledge. In particular, we considered transcrip-

tional interactions and tested our idea through the inclusion of condition tokens into scGPT’s

input, which is how the authors propose to integrate additional information into the model. We

showed a significant positive impact on the model’s predictive accuracy on certain datasets,

where specific validity assumptions hold.

When using condition tokens on the HYPOXIA-9K dataset, the model’s performance improved

consistently throughout the training process compared to not using them. On the other hand, the

BREAST-25K dataset did not show similar improvements. This lack of benefit can be explained

by the fact that scRNA-seq abundance of a gene coding for a specific transcription factor (TF)

does not always correlate with that specific TF being actually active. Hence, in this scenario,

including without any sort of discrimination information about all TFs coded by genes present

in the scRNA-seq does not help prediction at all.

Indeed, when restricting the list of TFs considered such that the validity assumptions are more

likely to hold, we see an improved performance on BREAST-25K, suggesting this might be the

key driver of the behaviors observed.

Still, the mixed results across different datasets highlight an essential consideration: the effec-

tiveness of incorporating prior knowledge is context-dependent and, in order to optimize model

performance, identifying where such knowledge can be beneficial is as crucial as successfully

incorporating it into the model.

Nonetheless, leveraging domain-specific information is important and future research direc-
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tions might focus on scaling and refining this proposed approach. In particular, testing the same

method on a broader range of datasets and with greater scale models to understand its general-

izability is something we are interested in. At the same time, developing and constructing more

sophisticated methods for incorporating prior knowledge, which go beyond the simple use of

condition tokens shall be taken into consideration. Lastly, since one of the main contributions

of this work is to show the importance of understanding the exact contexts and scenarios where

including prior knowledge is actually useful, new methods and techniques developed for this

purpose should also be the focus of future endeavors.

In general, this Final Paper aims at showcasing the potential of Machine Learning applied to

Biology, and we can’t wait to see what the future holds for this rapidly evolving and fascinating

field where machines and living beings are extremely intertwined.
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Appendix

5.1 Naming Convention

We stick to the following naming convention when referring to a training run:

DatasetName DatasetSize nParams InputLength conditionTokens quantiles

Where ”conditionTokens” can be either ” ” if nothing is used, ”c” if true condition tokens are

used, ”rc” if random condition tokens are used. ”quantiles” can be either ” ” if no filtering is

applied, ”1090” if the top and bottom 10% is selected, ”2575” if the top and bottom 25% is

selected.

5.2 Validation MSE

Figure 5.1: MSE of both model sizes on both datasets. The horizontal lines show the perfor-
mance of scGPT-50M fine-tuned for 3 epochs on the two datasets, with input length M = 500.
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Figure 5.2: MSE of both model sizes with and without condition tokens on BREAST-25K.

Figure 5.3: MSE of both model sizes with or without condition tokens on HYPOXIA-9K.

Figure 5.4: MSE of both model sizes with or without random condition tokens on BREAST-
25K.
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Figure 5.5: MSE with condition tokens using all TFs or a filtered list on HYPOXIA-9K.

Figure 5.6: MSE with condition tokens using all TFs or a filtered list on BREAST-25K.
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